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Abstract

We presenta novel wavelet transformationschemefor the hierar-
chical representationof large, regulargriddeddatasets.Transfor-
mationsinto, and out of, the wavelet domainusing our methods
areperformedout-of-coreandarehighly ef�cient, permittingqual-
ity/speedtradeoffs by providing rapidprogressive dataaccess.The
methodsupportsrandomaccess,enablingdatasubsetting.Trans-
formationsoperateon �oating pointdata,aresimpleto implement,
andlossless,makingour approacha viable alternative datarepre-
sentationformatthatavoidsreplication.Themethodmaybeeasily
incorporatedinto existingvisualizationandanalysistoolswith only
minormodi�cation. Wedemonstratetheutility of onesuchtool us-
ing a level-of-detailvolumerendererto explorea10243 dataseton
asingleprocessor, desktopworkstation.
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1 Intr oduction

With the exponentialgrowth in processorperformanceover the
last decadethe ability to computehasreachedunprecedentedlev-
els. Numericalsimulationsemployed by researchersin the areas
of weatherforecasting,climateprediction,andthestudyof turbu-
lence,to nameafew, havereachedstaggeringsizes.Thechallenges
in many instancesareno longerto run largesimulations,but to an-
alyzethevastdatasetsthat result. Analysis,whetherthroughsci-
enti�c visualizationor morequantitative statisticalmethods,is an
inherentlyinteractive process.Simulationsmay run in batch,but
for analysisto beeffective it mustbeperformedin realtime.

While chip densitieshave increased,as predictedby Moore's
law, other aspectsof computinghave advancedat a much more
modestpace.In particular, storagecapacities,be it randomaccess
memoryor magneticdisk,have risenat a muchslower rate.Faring
even more poorly are advancesin communicationrates,whether
betweenperipheralstorageandmain memory, or betweensystem
boardandgraphicsaccelerator. Thebottlenecksin dataanalysisto-
day areoften not in the CPU or GPU, but in the communication
linesandstoragehierarchiesthatfeedthem.

Muchresearchhasgoneinto improving performanceof analysis
tools, particularlyin the areaof acceleratingvariousstagesof the
visualizationpipeline. Algorithmic improvementshave led to, for
example,moreef�cient isosurfaceextraction[26,23], or fastervol-
umerendering[2, 8]. Othershaveemployedbruteforceapproaches
requiringthe useof costly parallelmachines[13, 15], or dif�cult
to program,albeitrelatively inexpensive,clustersof PCs[12]. Mu-
tiresolutionmethodshaveenabledinteractiverenderingin many ap-
plicationsby prioritizing areasof interestandreducingthenumber
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of graphicalprimitivesto bedisplayed[9]. While all of thesemeth-
odshavebene�tedsomeaspectof interactivevisualization,noneof
them,save perhapscostly or complex brute-forceapproaches,are
generalsolutionsaddressingthe performanceof the entirevisual-
izationpipelinefrom endto end.Theseapproachessimply improve
onestageof thepipelinefor a very speci�c application,frequently
moving thebottleneckto anotherstage,or in many instances,mov-
ing the bottleneckinto the communicationlines betweenpipeline
stages.

In this paperwe describea simple, yet novel, wavelet-based
data representationschemefor the hierarchicalrepresentationof
Cartesian,griddeddata.By permittingprogressivedataaccessable
to meetan applicationandresourcedependentperformancebud-
get, our methodeffectively acceleratesall stagesof the visualiza-
tion pipelinefor mostany visualizationmethod.The techniqueis
highly generalandmay easilybe incorporatedinto mostexisting
applicationsdealingwith Cartesiandata,therebycomplementing
all of theaccelerationtechniquesmentionedabove. Our methodis
lossless,save for �oating point roundingerrors,andthereforesuit-
ableasa replacementstorageschemethat avoids datareplication
commonto many accelerationtechniquesdependenton datapre-
processing.Thoughothershave proposedhierarchicaldatarepre-
sentationschemeswith theaforementionedproperties[27,3,4,16],
to our knowledgeour methodis theonly onethatoffersall of the
following importanttraits:

� Out-of-core implementation: Our implementationoperates
out-of-corefor bothforwardandinversetransformations,per-
mitting extremelylargedatasetsto beprocessedusingonly a
modestmemoryfootprint.

� High ef�ciency: Both inverseand forward transformsare
highly cpuandI/O ef�cient, permittingdatasetsto berapidly
transformedinto, andoutof, hierarchicalrepresentation.Ef�-
cientforwardtransforms,oftenignoredby others,areparticu-
larly importantwhendealingwith time-varyingdatasetsthat
mayreachterabytesin size.

� Subsetting:Subregionsof thedatamayeasilyandef�ciently
beextractedat varyingresolutions.

� Minimal storageoverhead: Only a few bytesof headerin-
formationarerequired,typically representinglessthan0:01%
of thedata,makingstorageoverheadminimal. This is another
attributethatis particularlyimportantfor terascaledatasets.

� Resampling: Coarsenedrepresentationsareproducedby re-
constructingandresamplingtheoriginal data,not by simply
subsampling.

Although we expectmany scienti�c domainsmay bene�t from
our work, our target applicationis datadiscovery for numerically
simulatedturbulent �uid �o w in theearthsciences.Regulargrids,
andhigh spatialandtemporalresolutionsarecharacteristicof sim-
ulationsin thisdiscipline.Singleexperimentsresultingin terabytes
of �oating point dataarenot uncommon.Researchersin this �eld
arefrequentlyinterestedin thebehavior of large-scalefeaturesthat



cannotbe detectedanalytically, but may be observed throughvi-
sualizationeven at coarsenedresolutions[17]. Oncea featureof
interestis detected,further analysiswithin the subspacecontain-
ing thefeaturemaybeperformedathigherresolutions,makingthis
areaof scienceanidealcandidatefor ourmethods.

Theremainderof ourpaperis organizedasfollows: In section2
wereview prior work. Weprovideabrief overview of waveletsand
theLifting methodin section 3 anda descriptionof our algorithm
in section4. In section5 weexploreperformance,anddemonstrate
theeffectivenessof our methodusinga desktopworkstationto in-
teractively explore a 10243 dataset. Lastly, we draw conclusions
andspeculateonopportunitiesfor futurework.

2 Previous Work

The challengesposedby large dataanalysisarenot limited to the
numericalsimulationcommunity, or visualizationin generalfor
that matter. Much work hasbeendonein the areaof compres-
sion, possiblycombininghierarchicalrepresentation,with an aim
towards enablinginteractive display by permitting speed/quality
tradeoffs.

2.1 Post visualization simpli�cation

Trianglemeshsimpli�cation methodshave demonstratedthe util-
ity of datacoarseningcombinedwith progressive re�nement for
thedisplayof the largesttrianglemeshes[22]. In theareaof data
visualization,Schroederet. al. were probablythe �rst to apply
meshsimpli�cation to addressthe notoriousproblemof over tes-
selationwith the marchingcubesand relatedisosurfacing algo-
rithms[21]. LindstromandSilva investigateout-of-coremeshsim-
pli�cation methodsfor someof thelargestpublishedscient�c data
sets[11]. While theseapproachescangreatlyreducetrianglecounts
while preservingsurface�delity , andarewell-suitedto progressive
display, they suffer from longpreprocessingtimes,theneedfor ad-
ditional storageif the full resolutionrepresentationsareto bepre-
served,andprecludeinteractive isosurfaceselection.Further, these
methodsprovide little bene�t to otherstagesin thepipelinebeyond
rendering.

2.2 Simpli�cation for direct volume rendering

Othershave employed compressionand hierarchicalmethodsto
quantizeddatain orderto reduceprocessing,storageand/orcom-
municationrequirementsspeci�cally for direct volumerendering.
Levoy wasperhapsthe�rst to employ hierarchicaldecompositions
in an effort to accelerateray castingby usingoctreesto facilitate
skippingareasof zeroopacity [10]. Ihm andPark werethe�rst to
adapt3D wavelet compressionstrategies that permit randomac-
cess,an essentialcapability for the changingaccesspatternsre-
quiredby 3D datavisualization[7]. Rodlertreats3D volumesas
a collectionof 2D slices,employing video codingmethodsto the
slicesand2D wavelet transformswithin eachslice [19]. Rodler's
methodalsopermitsrandomvoxel access.More recentlyNguyen
andSaupeimprove uponthemethodof Ihm andPark, with anap-
proachthat offers comparableperformancebut superiorcompres-
sion quality [14]. The wavelet hierarchy presentedby Gutheet al
is mostsimilar to ourown, thoughtheir focusis directvolumeren-
dering,not generaldatasimpli�cation [6]. All of thesemethods
employ lossycompressionstrategies,quantizing�oating pointdata
into narrow integer representations,thusrequiringmultiple copies
of thedatato bemaintainedif theoriginaldataareto bepreserved.

2.3 General data simpli�cation

Themoregeneralapproachof usinghierarchicalapproximationsto
representthedatasetsthemselveswith varyingresolutionswasin-
troducedby Cignonietal [3, 4] andWilhelmsandVanGelder[27].
Cignoniet al generatemultiresolutionrepresentationsof scattered
datathroughsuccessive tetrahedralre�nementof a coarsenedini-
tial approximation[3, 4]. While Cignoni's methodis capableof
supportingirregular as well as regular data, at the sametime it
fails to preserve regularity in coarsenedrepresentationsevenwhen
it existedin theoriginal data.Thoughnot basedon wavelettheory,
WilhelmsandVanGelder's approximationstrategy is moresimilar
to our own, exploring a small numberof basisfunctionsto recon-
structthe �eld [27]. Zhou introducesyet anothertetrahedrabased
framework, differing from that of Cignoni in that interpolationis
avoidedby relying on subsampling,makingtheir methodmoreef-
�cient (thoughlimited to regulargrids) [28]. Furthermore,Zhou's
algorithm preserves continuity, thus avoiding the crack problem.
For themostpartall of thesemethodsarecpuandmemoryinten-
sive, do not supportregion subsetting,andimposesigni�cant stor-
ageoverhead.

Mostcloselyrelatedto ourown effortsarethoseof Pascucciand
Frank,whoexplorealternative dataorganizationstrategiesadeptat
providing progressive dataaccess[16]. Unlike our own wavelet-
basedapproach,PascucciandFrank's methodis baseduponspace
�lling curvesthatgreatlyimprove theef�ciency of datasubsetting
andlevel-of-detailaccessby simply reorganizingthe layoutof the
datastorage.Thesemethodsdonotalterthedatain any wayandare
thereforeinherentlyinvertible. However, coarsenedresolutionsare
then necessarilyproducedby nearestneighborsampling,leading
to inferior resamplingresultsthanthosepossiblewith higherorder
resamplingmethods.

3 Wavelet Transf ormations

Waveletsarea relatively new areaof mathematicsthathave found
applicationsin awiderangeof disciplinesincludingsignalprocess-
ing, approximationtheory, computergraphics,andnumericalsim-
ulation. Quite simply, waveletsareinvertible transformationsthat
mapfunctionsinto a spaceconsistingof anoverall coarseapproxi-
mationof thefunctiontogetherwith thedetailcoef�cients permit-
ting thecoarsenedapproximationto bere�ned atvariousscales.In
this sectionwe provide a very brief overview of wavelet transfor-
mationsandtheirproperties.

3.1 Lifting method

Weelectto describewaveletsandtheirapplicationusingtheLifting
methodof wavelet constructionasopposedto moreconventional
methods[25]. We feel the Lifting methodapproachto be more
accessibleto the readerand the bene�ts to our applicationmore
readily apparent.More conventionaltreatmentof wavelet theory
can be found elsewhere[5, 24]. We discuss�rst how the lifting
methodis appliedandlaterthebene�tsof representingthefunction
in thewaveletspace.

Thelifting methoddevelopedby Sweldensis anef�cient means
of implementinga wide variety of wavelet transforms[25]. The
canonicallifting schemeconsistsof threestages:split, predict,and
update.ConsidersomefunctionS representedby a �nite, discrete
setof samples� 0 . In the�rst stageof thelifting operationweapply
a split operatorS to split � 0 into two smallersubsetsconsisting
of scalingcoef�cients � 0� 1 andwaveletcoef�cients 
 0� 1 . The
lifting methoddoesnot imposeany restrictionson how � 0 is split,
but in practicewe'll assume� 0� 1 will containtheevenelementsof
� 0 and
 0� 1 will containtheodd.



In the secondstageof the lifting methodwe apply an operator
P to try andpredicttheelementsof 
 0� 1 from � 0� 1 basedon the
correlationbetweenthetwo subsets.In otherwordswe try approx-
imate
 0� 1 from � 0� 1 with P :


 0� 1 = P(� 0� 1):

Sincewe have split our original functioninto oddandevenele-
ments,we areassumingneighboringelements,oddandevenpairs,
aresomehow correlated.We thenreplace
 0� 1 with thedifference
betweenit andourprediction:


 0� 1 = 
 0� 1 � P (� 0� 1): (1)

We'venow decomposedourdatainto two subsets.If ourpredic-
tion operatorP is reasonablefor the correlationin our data,then
the elementsof 
 0� 1 will be small (i.e. nearzero),re�ecting the
accuracy of ourprediction.

Our � 0� 1 elementsprovide a reducedresolutionrepresentation
of our original function. However, with our presentconstruction
we've simply subsampledthe function. We may wish to improve
the representationof � 0 by � 0� 1 by requiring � 0� 1 to maintain
somescalarpropertyQ suchthat:

Q(� 0) = Q(� 0� 1):

For example,we maywish � 0� 1 to preserve themeanvalueof
� 0 . We do soby applyinganupdateoperatorU thatwill preserve
Q whenappliedto � 0� 1 . Ratherthanusing� 0 directly we exploit
thework we've alreadyperformedto obtain
 0� 1 andconstructU
suchthat

� 0� 1 = � 0� 1 + U(
 0� 1): (2)

Wecannow recursively applyS, P , andU to � j , ateachlevel j
reducingtheresolutionof � j by half andfurtherdecorrelatingour
original function. Reversingour transformationandreconstructing
our original function is trivial; we simply run thestepsbackwards
andswapouradditionsandsubtractionsin equations1 and 2.

At this point we've describedhow thelifting methodis applied,
but have given little insight as to how to constructour operators
P and U. Ideally, we would like P to be constructedin sucha
way asto re�ect the correlationin our function, andwe'd like to
constructU in a mannerthatpreservessomedesirablesetof scalar
propertiesQ. Thetaskof determiningidealizedoperatorsP andQ
for a given function is a broadtopic areaandonethatwe will not
addresshere. We will insteaddemonstrateonesuchconstruction
usingthesimplestfamily of wavelets,theHaartransformation.

Considera signal � 0 that we wish to transform using Haar
wavelets.Thesplit operatorfor theHaartransformcreatestwo dis-
joint setsof samples:sj ;2l , containingeven elementsandsj ;2l +1

containingodd elements. The prediction operatorfor the Haar
transformis simple;we let evensamplessj ;2l predictneighboring
odd samplessj ;2l +1 . That is, for the Haartransformour wavelet
coef�cients arecomputedas


 j � 1;l = sj ;2l +1 � sj ;2l :

The Haar predictor is exact for the caseof functionsthat are
piecewise constantover intervals of length2. In otherwords,the
Haarwavelettransformeliminateszerothordercorrelation.

For the Haar updatefunction we'd like to preserve the mean
valueof our function for eachsuccessive setof � j functions. We
thusde�ne theupdateoperatorby letting

� j � 1;l = sj ;2l + 
 j � 1;l =2:0:

It caneasilybeveri�ed that

X

l

� j � 1;l = 1=2
X

l

� j ;l

for all j .
A few observationsareworth noting. The transformationsare

fast,employing only a coupleof �oating point operationsfor the
calculationof eachelement. As statedearlier, the inverseis eas-
ily computedby simply running the stepsbackwards. Thus for-
wardandinversetransformshave identicaltime complexities. No
datais lost by the forwardor inversetransform.Theupdateoper-
atorU for theHaartransformproducescoarsenedapproximations
by performingpair-wise averaging. It is in essencea box �lter .
Lastly, thelifting methodasdescribedoperatesin theL 2(R) space
of functions. Generalizingdecompositionto the L 2(R3) spaceis
straightforward, however therearesomechoicesin the approach.
Wedescribeourmethodin thefollowing section.

4 Algorithm

Our algorithmassumesa Cartesiangridded,regularly spaceddata
volumeof dimensionN x x N y x N z whereeachdimensionis of
size2j for somepositive integer j . The power-of-two restriction
mayberelaxedwith carefulattentionto boundaryconditions.We
reorderour N x x N y x N z volume into blocksof sizeb, where
b is alsoa power of two, andassociatesubvolumesconsistingof
eight neighboringblockswith a 2 x 2 x 2 superblock . For each
block in asuperblockweapplyasinglepassof aseparablewavelet
transformusingthe Quincunxdecompositionordering[20]. That
is, we �rst transformalongtheX axis,decomposingtheblock into
two subbands.We thenapplytheY directiontransformonly to the
� coef�cients resultingfrom the X transform. Similarly, we then
applytheZ axistransformonly to thenew � coef�cients resulting
from theY axispass.After a singlecompletepassof thewavelet
transformhasbeencompletedfor all theblocksin asuperblock,we
gatherthe � 0� 1 and 
 0� 1 coef�cients of the superblocktogether
in themannerdepictedby the2D exampleof a supertileshown in
�gure 1.

After eachsuperblockhasbeentransformedin this manner, we
recursively apply the procedureto eachsetof � coef�cients pro-
ducedin the previous pass,forming new superblockswith each
pass.With eachpassthenumberof available� blocksis reducedby
a factorof 8. Processingstopswhenonly a single� block remains
or afterauser-determinedlimit is reached.

4.1 Implementation

The paragraphsabove describeour conceptualapproach.In prac-
tice,webalancememoryandef�cient diskaccess,applyingthefor-
ward transformusinga depth-�rst, binary treetraversalwith slabs
of raw block dataservingasleaf nodes.Thedatais streamedout-
of-corewith slabsreadin sequentiallyfrom disk, only asneeded,
in asinglepass.In thiswayourmemoryfootprintcanbekeptquite
small, requiringonly memoryto containlessthan4 � N x � N y
blocks, whereN x and N y are the resolutionX and Y volume
coordinatedimensionsin blocks,respectively. Thedepth-�rst tree
traversaloperatesas follows: If a nodeis a leaf node,a slab of
blocksis readinto memoryas� 0 coef�cients. If anodeis nota leaf
nodeandnottheroot,theforwardwavelettransformationis applied
alongall threeaxis to the � j coef�cients storedby thenode's two
childrenasindicatedin �gure 1. Theresulting
 j � 1 coef�cients are
written to diskandthenew � j � 1 coef�cients arestoredin memory
for subseqentprocessingwhenthe node's parentis visited. If the
nodeis theroot,or theuser-de�ned maximumtransformationlimit
is reached,thenthe� j coef�cients arewritten to diskaswell.
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Figure1: Forwardtransformationandreorderingof four neighbor-
ing 2D tilescomposingasupertile

Theinversetransformoperatesin muchthesamewayasthefor-
ward, reading� and 
 coef�cients only as needed.Of courseif
we arereconstructinga subvolume,or the full volumeat a coars-
enedresolution,ourmemoryrequirementsareevenlower. Wealso
notethatthereorderingstepcanbeperformedduringthetransform,
compressingthesetwo operationsinto one.

The block basedmethodjust describedhasa numberof attrac-
tionsworthnoting:

� The blocks, when sizedappropriately, may be transformed
quickly oncache-dependentmicroprocessors.

� By gatheringour � j coef�cients into new blocksat theendof
eachtransformationpass,we canlessenthe effectsof block
boundaryartifactstypicalof block-basedencodingschemes.

� The numberof coef�cients transformedwithin a block does
not decreasefrom onepassto thenext, facilitatingtheuseof
higher-orderwaveletswith largersupports.

� We caneasilyand ef�ciently reconstructsubvolumesor vol-
umesat any desiredpower-of-two resolution. Most impor-
tantly, ourmethodfacilitatestheef�cient reconstructionof the
entirevolumedomainat a coarsenedresolution,suitablefor
databrowsing. This is in contrastto previous block based
approachesthat storesubbandswithin the spatialblock with
whichthey areassociated.By reorderingourstorageof coef�-
cientssuchthatcoef�cients aregroupedby level insteadof by
spatiallocation,wecanbetteraccommodatepage-basedstor-
ageaccess,greatlyreducingcacheandpagefaultsin thecase
of in-coreaccessandI/O operationsfor out-of-coreaccess.

4.2 File Organization

The� coef�cients resultingfrom the�nal forward transformation,
along with the 
 coef�cients resulting from eachtransformation
passarestoredin separate�les on disk. Separatingthecoef�cients
into different�les basedontransformationlevel makespossiblethe
archival of 
 coef�cients correspondingto �ner resolutions,per-
hapsallowing an approximationof the entirespatial/temporaldo-
mainto bemaintainedon-line.Each�le containscoef�cients anda
negligible amountof globalmetadata.No space-consumingauxil-
iary datastructuresarerequired.

5 Results

In the sectionthat follows we presentsomeresultsfrom our im-
plementation.Our platformfor experimentationis anSGI Octane2
with a600Mhz,R14000processor, 5 GB's of memory, V12 graph-
ics, anda FiberChannelattachedRAID. We usetwo datasetsfor
our tests. The 5123 Rastturbulent convectiondataaresimulation
resultsrepresentingturbulentconditionsof thesolarsurface. This
is a multivariate,time varyingdatasetconsistingof � ve �elds and
approximately200 time steps,occupying nearly half a Terabyte
of storage,and representative of simulationresultsfrom �eld of
turbulencestudy. Our seconddataset is a 5123 samplingof the
Marschner-Lobb equation. Both datasetshave beentransformed
usingthreepassesof theHaarwavelet transformasdescribed,re-
sulting in a basevolumewith a resolutionof 643 . The block size
we have chosenfor our testsis 323 , which strikes a balancebe-
tweenprocessorcacheef�ciency andhaving an adequatenumber
of coef�cients for our transforms.

To demonstratethe utility of our method,we've extendeda di-
rectvolumerenderingapplicationto takeadvantageof ourmultires-
olution datarepresentation.Sinceour implementationpreserves
the regular spacingof the dataat all resolutions,modi�cations to
our volume renderingapplicationare trivial. We needonly ex-
tendtheapplicationto accommodatea varyingdataresolutionand
adjustopacitiesfor the changingsamplespacing. Reconstructed
datablocks are quantizedto 8-bit integerson the �y at negligi-
ble cost. A datacachestoring the most recentlyusedquantized
blockshelpshidewaveletreconstructioncostsandparticularlyben-
e�ts time varyingdata,permittinginteractive temporalanimations
from memory. At a resolutionof 1283 we caneasilyinteractively
browse the full time varying Rastturbulencedataset using only
approximately400MBsof memory. Reconstructing1283 volumes
from the643 basevolumesis quitefastasweshallseebelow.

We areinterestedin analyzingthreeaspectsof theperformance
of our method:1) thequality of thecoarsenedapproximations,2)
the speedat which we canreconstructa given volumeor subvol-
umeto a desiredresolution,and3) thecomputationalcostfor for-
ward mappinga raw datavolumeinto our representationscheme.
This lastmetric,oftenignoredelsewhere,is animportantconsider-
ation,particularlywhendealingwith time varyingdatapossessing
multiple time stepswith high spatialresolutions.Figures2 and3
show volume visualizationsof our turbulenceand syntheticdata
setsatvaryingresolutions.Theturbulencedatasetis directvolume
renderedwhile for theMarschner-Lobb datawe show anextracted
isosurface. Eachcoarseningin resolutionrepresentsa factorof 8
reductionin dataandacorrespondingreductionin storage,commu-
nication,andprocessingcosts.Clearlytheimagedegradesat lower
resolutions,but eventhe1283 datasets,which represent1/64thof
theoriginaldata,preservetheoverallstructureof thedata.Only the
�nest detailsarelost. At 2563 hardlyany degradationis observed
andit is dif�cult to arguethat the higher�delity imagesresulting
from the 5123 datawarrantthe expensein their computationfor
the view point selected.Clearly if we wereto zoomin on a fea-
ture,thehigherresolutiondatawouldbedesirable.But in this case



Table1: PSNR(dB) for 1283 approximationsresampledto 5123

Dataset Space�lling curve Haartransform
Rastturbulence 43.87 46.90
Marschner-Lobb 33.49 44.17

Table2: PSNR(dB) for 2563 approximationsresampledto 5123

Dataset Space�lling curve Haartransform
Rastturbulence 50.64 53.47
Marschner-Lobb 42.86 55.86

view frustumclipping would eliminatemuchof the domainfrom
the �eld of view, permittingus to subsetthevolumeandavoid re-
constructionof theentiredomain.

To morequantitatively judgethequality of thecoarsenedrepre-
sentationswe upsampledcoarsenedvolumesto their native resolu-
tion usingtri-linear �ltering andmeasuredthepeak-signal-to-noise
ratio(PSNR)expressedin decibels(dB) betweenthetri-linearly in-
terpolatedresampledvolumeandthe original volume. We de�ne
PSNRas

PSN R = 10log10 ((max (si ) � min (si ))
2=M SE ):

We feel this methodof comparisonis somewhat instructionalin
thatmany volumevisualizationalgorithmsrely on trilinear resam-
pling to computesamplelocationsthat do not coincidewith grid
points. Hence,a ray-castingalgorithm, for example,shouldgive
thesameresultsfor thecoarsenedvolumeasfor theresampledvol-
umeassumingtri-linear interpolationis usedby theray casterand
the samplespacingis kept the same. A similar argumentcanbe
madefor isosurfaceextraction. Tables1 and2 comparethePSNR
atavarietyof resolutionsof ourmethodandthatof thespace�lling
curvemethodof PascucciandFrank[16].

Clearly the higher resolution2563 datayields a higherPSNR.
We also seethat coarsenedrepresentationsbene�t from the box
�ltering performedby the Haartransformation,whereasthe near-
estneighborsamplingof the space�lling curve methodresultsin
slightly lowerpeak-signal-to-noiseratio.

To testtheef�ciency of reconstructionwe ran two differentex-
periments.Thedatasetwe useis theMarschner-Lobb,upsampled
to a resolutionof 10243 in orderto demonstratethe scalabilityof
our approach.Theforwardwavelettransformationwasappliedus-
ing four passesresultingin a baseresolutionof 643 . In our �rst
experimentwe look at the ef�ciency of extractinga 1283 subvol-
umefrom the full domainat varying resolutions.The locationof
thesubvolumeis thecenterof thedomain.Figure4 shows theav-
eragetimingsfor theI/O andthecomputationof thereconstruction
transformationitself. Thetotal extractiontime for a singlesubvol-
ume is the sum of the I/O and transformationtime. We observe
that the costsof both I/O andthe wavelet transformationincrease
in proportionto the numberof passesrequiredto reconstructthe
subvolume.This resultis expectedaswith eachpassthenumberof
additionalcoef�cients requiredto reconstructa subvolumeof con-
stantdimensionremainsconstant.However, evenin thecaseof the
10243 volumethe extractiontakesonly a coupleof seconds.We
alsonotethat I/O dominatesthereconstructioncosts,emphasizing
how little overheadourdatarepresentationimposes.

In our secondexperimentwe look at the costof reconstructing
the entirevolumedomainat varying resolutions.Again our base
resolutionis 643 . Figure5 shows thetimedistributions.Thecoars-
estvolumein our test is 643 which is the resolutionof our trans-
formed basevolume. Hence,thereare only I/O costsfor recon-
structingthis volumeandno transformationcosts. As we would
expect, the costsincreasein proportionto the resolution;at each
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Figure4: Timing distribution in secondsfor extractinga 1283 sub-
volumefrom thecenterof thedomainof a transformed10243 vol-
umeatvaryingresolutions.
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a transformed10243 volumeatvaryingapproximationresolutions.



Figure2: TheRastturbulencedatasetvolumerenderedatapproximationresolutionsof 1283 and2563 , andnative5123 resolution,from
left to right.

Figure3: Isosurfacesextractedfrom theMarschner-Lobb datasetat approximationresolutionsof 1283 and2563 , andnative 5123 reso-
lution, from left to right.

progressively �ner resolutionthereareeighttimesasmany datael-
ementsandcorrespondinglyeighttimesasmany elementsto trans-
form andto readfrom disk. However, unlike with our subvolume
extractionexperiments,the transformationandI/O costsaremore
balancedfor full volumeextractions.We speculatethat this is due
to ef�ciency gainsin theI/O stagewhich canreadin largerchunks
of contiguousdatawhennot extractinga subvolume.We notethat
thegoodbalancebetweentheI/O andtransformationprocesspoints
to futurepossibleef�ciency gainsby pipeliningtheseprocesses.

Tables3 and4 comparethe overall run time of our methodin
theseexperimentswith thespace�lling curvesmethodof Pascucci
andFrank.Table3 comparessubregion extractiontimes,while ta-
ble 4 comparesreconstructiontimesfor anentiredomain.We ob-
serve that in the caseof subregion extraction,muchasexpected,
thereconstructiontimeremainsnearlyconstantfor thespace�lling
curvemethod.However, for full domainreconstructionthecostsof
the space�lling curve methodgrow dramatically, unlike our own
which exhibit nearlinear growth. We speculatethat this is dueto
poorcacheperformancewith largerdatasets.

Finally, we look at forwardtransformationcosts.Table5 shows
thetime in secondsfor readingraw datafrom disk, applyingthree
passesof the forward transform,andwriting the coef�cients back
to disk. Theamountof processormemoryallocated,asreportedby

Table 3: Timing comparisonbetweenour methodand the space
�lling curve methodfor 1283 subregion extraction from a 10243

volume.All timesarereportedin seconds
Resolution WaveletMethod SpaceFilling Curve

1283 0.40 0.56
2563 0.75 0.57
5123 1.16 0.65
10243 2.02 0.70

theIRIX operatingsystem,is alsoshown. Wenotethattheforward
transformation,liketheinverse,isquitefast,andagaintheI/O times
dominate.

6 Discussion

As researchersemployingnumericalmodelsstriveto resolvedetails
in their simulationsat �ner and �ner scales,computationalgrids
andtheresultingdatasetsthey generatehavereachedextraordinary
sizes.Interactive analysisandpostprocessingof thesedataat their



Table 4: Timing comparisonbetweenour methodand the space
�lling curve methodfor full domainreconstructionfrom a 10243

volumeat varyingapproximationresolutions.All timesarein sec-
onds

Resolution WaveletMethod SpaceFilling Curve

643 0.13 0.10
1283 0.33 0.60
2563 2.36 17.43
5123 20.86 278.17

Table5: Timings for threepassesof forward Haartransformation
appliedto varioussizedvolumes.

Resolution Read Write Transform Total Memory

2563 1.3 0.5 1.1 2.9 28MBs
5123 15.6 3.9 8.8 28.3 92MBs
10243 207.7 42.7 67.1 307.5 351MBs

native resolutionsrequirescomputationalresourcesat leaston par
with thosethatproducedthedata.Unfortunatelyour experienceat
theNationalCenterfor AtmosphericResearchhasbeenthatanaly-
sisplatformsof this scaleareseldomavailable. As a result,many
numericalmodelersarenow facedwith a delugeof datathat they
areill-equippedto handle.Their challengeis oftennot to compute
but to analyze.Similar statementscanbemadeaboutscientistsin
many disciplinesworkingwith instrument-acquireddata.

While it is hopedthat thesedatasetswerenot generatedor ac-
quiredat suchgreatscalesneedlessly, it is not necessarilythecase
thatthefull resolutiondataareessentialfor all aspectsof analysis.
In particular, highly effective databrowsing or discovery may be
possibleat coarserscalesif greaterinteractivity is enabledandthe
full resolutiondatais preserved for subsequentfurtheranalysisof
detectedfeaturesof interest[18, 1]. It is thisparadigm– interactive
browsing of coarseneddata,followed by possiblynon-interactive
deeperanalysisof featuresin a reduceddomain– thatourdatarep-
resentationschemetargets.

By simplyreorderingthe3Dwaveletdecompositionusingavari-
ationof theQuincunxscheme,wehavedevisedahierarchicalstor-
agemethodthat allows rapid reconstructionof either full or par-
tial domainsof volumedataat varying power-of-two resolutions.
Thekey componentof thisschemeis theaccommodationof block-
basedstoragedevices that exist throughoutthe storagehierarchy.
By payingattentionto disk I/O access,RAM pageandmicropro-
cessorcachesizes,the implementationis extremely ef�cient and
we think demonstrablyhighly scalable.The losslessnatureof the
method,combinedwith transformationef�ciency, makes it suit-
able,we feel, asa replacementstoragestrategy for regularly grid-
deddata.Althoughwe have presentlyonly exploredpower-of-two
grids,we feel theschemecanbereadilygeneralizedto non-power-
of-two data.Furthermore,theability of secondgenerationwavelets
to handlenon-uniformlyspaceddatamaylet ussupportirregularly
spacedgrids in the future. Higher order waveletsthan the Haar
transformwe testedmayalsoleadto moreaccuratecoarseneddata
approximations,albeitatadditionalcomputationalcost.

7 Conc lusions

Wehavedevisedasimple,yetnovel, methodfor hierarchicalrepre-
sentationof regulargriddeddatabasedon 3D waveletdecomposi-
tion. Our representationenableshighly ef�cient simpli�cation and
losslessreconstructionof �oating point dataat progressively �ner
resolutions,makingthemethodanattractive alternative to thecon-

ventionalZ-orderedstorageof arrays.By simplifying thedataset,
asopposedto simplifying visualizationoutputprimitives,westand
to acceleratetheentirevisualizationprocess.

Our schemediffers from previousrelatedwork in thefollowing
importantways:

� Out-of-coreimplementationenableseventhelargestdatasets
to beprocessedonamodestlyequipped,commoditycomput-
ing platform.

� Highly ef�cient forward and inversetransforms,combined
with negligible storageoverhead,make theschemeattractive
asa replacementstoragestrategy, particularlywell-suitedfor
vast,time-varyingdatasets.

� Ef�cient I/O affordedby our novel block-baseddecomposi-
tion enablesrapidrandomaccessnecessaryfor subregion ex-
traction.

� Preservationof thedatasetregularity makestrivial theadap-
tationof our representationschemeby existing tools in order
to enablelevel-of-detailaccess.

We anticipate extending our researchin several directions.
Higher-order wavelets, though more computationallycomplex,
couldprovide moreaccuraterepresentationsof thecoarseneddata,
allowing further tradeoffs betweenspeedand quality. Lossless
compressionmightalsobeexploredto reducestoragerequirements.
Presentlyweonlysupportregulargriddeddatawith dimensionsthat
areapowerof two. Generalizingthemethodto supportnon-powers
of two shouldbe fairly straightforward by simply paddingblocks
as needed. Irregularly spaceddatamight also be accommodated
thoughtheuseof secondgenerationwavelets.
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